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Abstract

This research introduces Cube Bench, a dy-
namic Rubik’s cube-generation framework and
a set of benchmark tasks. It breaks compe-
tence into five skills: (i) reading the cube cor-
rectly from image and text, (ii) choosing the
best next move, (iii) predicting before acting
whether a candidate move will help, do noth-
ing, or hurt, (iv) keeping control over many
steps and recovering from mistakes, and (v)
self-checking to revise mistakes. Using the
same scrambles, a shared prompt/parse setup,
and a straightforward “moves-to-go” score, we
compare recent MLLMs side-by-side, depth by
depth. Testing seven recent MLLMs on Cube
Bench reveals a persistent gap between strong
one-step performance and reliable solving: ac-
curacy drops sharply with depth; early halts
trigger error cascades; good perception does
not guarantee selection/control. We also ob-
serve a pronounced closed-source versus open-
source gap: the best closed model leads in both
static and long-horizon reasoning, while open-
source models cluster near chance; yet even
closed-source models degrade at higher depths,
struggling to maintain high accuracy. Reflec-
tion yields modest gains with occasional over-
thinking. Cube Bench offers a compact, trans-
parent yardstick for spatial visual reasoning.'

1 Introduction

Multimodal large language models (MLLMs)
promise perception-to-action reasoning; yet, most
evaluations remain static i.e., single-turn recog-
nition or QA on fixed inputs, so outputs never
feed back into subsequent states (Li et al., 2024).
Flagship vision—language tests such as VQAvV2 ex-
emplify this one-shot format, which lacks feed-
back coupling and long-horizon credit assignment
(Goyal et al., 2017). Interactive agent suites ex-
pose the resulting gap: even models that excel on
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static tasks often falter over long horizons. For ex-
ample, in WebArena the best GPT-4-based agent
achieves 14.41% end-to-end success versus 78.24%
for humans, underscoring brittleness under feed-
back (Zhou et al., 2024). VisualWebArena like-
wise highlights that most prior suites target text-
only agents and introduce visually grounded web
tasks to evaluate multimodal agents in realistic in-
terfaces (Koh et al., 2024). To avoid the confounds
of open-ended websites (e.g., DOM drift, tool fail-
ures, grading noise) while directly testing closed-
loop behavior, we adopt a compact, deterministic
environment with oracle progress signals that iso-
late (i) pre-action evaluation, (ii) one-step selection,
and (iii) stepwise adherence under feedback.

Building on this design goal, we introduce Cube
Bench, a simple, reproducible benchmark that: (1)
measures the gap between one-step and multi-step
solving across scramble depth and prompt format;
(2) quantifies recovery after the model makes a mis-
take; (3) tests the “think-ahead” ability by asking
the model to predict if a candidate move will help,
do nothing, or hurt before acting; (4) establishes a
basic perception floor, i.e., checking that the model
can correctly read the cube and align image and
text, linking it to later control; and (5) evaluates
self-reflection ability. Rubik’s Cube offers a small,
composable action set with rich long-horizon be-
havior; each move deterministically updates the
state, enabling interactive step-by-step (or closed-
loop) evaluation that adapts to the model’s actions.

Our evaluation invokes the following research
questions (RQ):

RQ1 How big is the gap between one-step recogni-
tion and true closed-loop solving, and how
does that gap change with scramble depth
(higher puzzle complexity) and input modal-
ity?

RQ2 After making a mistake, how often do models
recover, and how does recovery change as
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puzzles becomes more complex?

RQ3 Can models "mentally" simulate a move and
predict whether it helps before acting?

RQ4 Do models reliably “see” and align image and
text in the first place, and does that perceptual
grounding predict later stability?

RQ5 Does self-reflection improve choices without
leaking answers, and what is the trade-off (er-
ror fixes vs. overthinking)?

The contributions from our research are as fol-
lows:

* Cube bench: a dynamic, reproducible
benchmark to produce scrambles, consistent
prompts and parsers, and evaluation metrics.

* We find a persistent gap between strong one-
step accuracy and reliable closed-loop con-
trol, which widens with scramble depth, high
single-turn performance does not translate
into stable multi-step solving.

* We observe depth-sensitive degradation across
models: even the strongest degrade at higher
depths, while open-source models cluster near
chance on the hardest settings.

* We show that reflection helps selectively, de-
livering modest, label-safe gains in some con-
ditions; however, but it occasionally induces
overthinking that harms downstream choices.

* We confirm that perception is necessary but
not sufficient; accurate cube reading and ver-
ification alone do not guarantee good action
selection and control under compounding er-
TorS.

* We uncover surprising limitations between
open-source and closed-source “thinking”
models on the same tasks, quantify the gap,
and show where each side leads or lags.

In the rest of the paper, we outline related work
on multimodal evaluation and interactive agent
benchmarks (§2), present Cube Bench and the Vir-
tualCube generator (§3), and detail our experimen-
tal methodology (§4), including the model suite,
and task protocols with scoring and fairness con-
trols (Face Reconstruction, Cross-Modal Verifica-
tion, Move Prediction, Reflection, Closed-Loop
Step-by-Step, Causal Move-Effect, and Learning
Curve). We then report results (§5): basic capa-
bilities (§5.1), the effect of reflection interventions

(85.2), closed-loop adherence vs. depth and modal-
ity (§5.3), and recovery dynamics (§5.4).

2 Related work

2.1 Static perception benchmarks

A large share of multimodal evaluation remains
static: single-turn recognition or QA over fixed
inputs, where the model’s output does not affect
subsequent state (Li et al., 2024). Canonical vision—
language datasets exemplify this format: ImageNet
and COCO emphasize perception via classification,
detection, and captioning on isolated inputs (Rus-
sakovsky et al., 2015; Lin et al., 2014); VQAv2
frames one-shot question answering over images
(Goyal et al., 2017); CLEVR targets compositional
reasoning with synthetic scenes (Johnson et al.,
2017); GQA extends to real-image relational rea-
soning (Hudson and Manning, 2019). Special-
ized benchmarks follow a similar single-turn de-
sign, e.g., TextCaps for OCR-heavy captioning,
ChartQA for questions about data graphics, and
ScienceQA for multimodal science items (Sidorov
et al., 2020; Masry et al., 2022; Lu et al., 2022).
While these suites are invaluable for perception and
short-form reasoning, they lack feedback coupling
and long-horizon credit assignment; static accu-
racy can therefore overestimate a model’s capacity
for planning, recovery, and closed-loop control.
This motivates controlled settings where progress
is measured step-by-step and where perception, pre-
action evaluation, and action selection can be dis-
entangled.

2.2 Interactive & long-horizon benchmarks

Interactive benchmarks make the static—dynamic
gap concrete: when models must plan, act, and ob-
serve consequences over many steps, performance
drops sharply despite strong single-turn scores. In
WebArena, a realistic, reproducible suite of multi-
step website tasks, the best GPT-4-based agent
achieves only 14.41% end-to-end success, versus
78.24% for humans (Zhou et al., 2024). Visual-
WebArena extends this to visually grounded inter-
faces and documents the persistent limitations of
both text-only and multimodal agents in realistic
web tasks (Koh et al., 2024). Results of this kind
point to a recurring pattern: small early mistakes
cascade, recovery is rare, and tool use degrades
over long horizons.

At the same time, open-ended web environ-
ments introduce confounds that complicate diag-



nosis. Websites and DOM structures can change
between runs; tools and APIs fail intermittently;
instructions and grading can be ambiguous, making
it hard to attribute errors to perception, evaluation,
or action selection. Recent analyses (e.g., more rig-
orous re-evaluations and safety/reliability—focused
suites) also highlight how non-stationarity and tran-
sient web unreliability stress current agents be-
yond simple completion rates (Zhou et al., 2024;
Koh et al., 2024). Taken together, this motivates a
compact, deterministic, and oracle-scored alterna-
tive where progress is measured step-by-step and
sources of failure can be isolated. Our cube-based
setting provides such control: it separates (i) think-
before-acting (predicting move effects), (ii) one-
step selection (choosing the best move), and (iii)
closed-loop adherence (following a teacher over
multiple steps), yielding transparent, reproducible
signals for long-horizon reasoning under feedback.

2.3 Rubik’s Cube in LLM/VLM and planning
research

Rubik’s Cube has long served as a structured
testbed for search and planning, with exact shortest-
path results (“God’s Number” in the half-turn met-
ric is 20 moves) and classical solvers that pro-
vide oracle distances (Rokicki et al., 2014; Korf,
1997). Deep RL + search systems, such as Deep-
CubeA, demonstrate scalable learning-to-search on
the cube and related combinatorial puzzles, rein-
forcing the value of oracle metrics for stepwise
progress (Agostinelli et al., 2019).

More recently, several VLM/LLM-centric ef-
forts use the cube for embodied, multi-step ma-
nipulation. CubeRobot proposes a VLM with a
dual-loop “VisionCoT” architecture and introduces
CubeCoT as a cube-focused dataset and evaluation
(Wang et al., 2025b). VisionCube adds multi-view
3D cues and memory for long-horizon planning,
also reporting results on CubeCoT (Wang et al.,
2025a). Auto-RubikAl composes a VLM, an LLM,
and a symbolic knowledge base to plan and exe-
cute restoration sequences (Fan and Yuan, 2025).
Earlier, OpenAI’s Dactyl showcased sim-to-real
dexterity by solving the cube with a robot hand,
illustrating hardware and actuation confounds typi-
cal of embodied setups (OpenAl et al., 2019).

These systems highlight contemporary interest
in cubes as a spatial-reasoning domain, but they
mix perception, solving, 3D reconstruction, tool-
ing, and actuation, making it hard to attribute errors.
In contrast, our benchmark keeps the environment

compact, deterministic, and oracle-scored: we dis-
entangle (i) pre-action evaluation, (ii) one-step se-
lection, and (iii) closed-loop adherence, yielding
clean, reproducible signals for long-horizon reason-
ing under feedback.

3 Cube Bench

Contemporary spatial-reasoning benchmarks pri-
marily test static scene understanding. The Cube
Bench instead targets sequential spatial reasoning
and algorithmic control. Rubik’s Cube provides
compact and visually rich states and ground-truth
progress/ optimization (distance-to solution; Face
twist /Half-Turn), allowing us to isolate perception
from planning and control under feedback.

3.1 Benchmark Tasks

Models can caption, classify, and chat about pix-
els. But can they use what they see and read to
act coherently over time? Cube Bench presents
this through a compact, rule-bound world where
progress and optimality are objectives (distance-
to-solution; Face-Turn / Half-Turn). Each step iso-
lates a different capability, allowing us to determine
whether failures arise from seeing, thinking, or do-
ing, and at what computational cost.

From seeing to knowing (RQ4: perception &
grounding). We begin with vision as the floor:
reconstruct the visible 3x3 face from a rendered
view and verify that the image and text agree. This
anchors local perception and cross-modal ground-
ing before any control, so downstream errors can
be attributed to planning rather than misreading the
state. (Tasks: Cube Face Recognition, §4.3.1 &
Cross-Modal Verification, §4.3.2).

From knowing to choosing (RQ1: competence
gap in static vs. closed-loop). Next, we ask the
static question: given four candidate moves, which
one most reduces the distance-to-solved? This
single-turn MCQ (Move Prediction, §4.3.3) pro-
vides an upper bound on policy selection without
compounding errors. Comparing this to closed-
loop behavior below reveals the central gap be-
tween one-shot recognition/choice and sequential
adherence.

From choosing to anticipating (RQ3: pre-action
simulation). Before allowing models to act, we
test whether they can predict the effect of each can-
didate move, specifically whether it would shrink,
leave unchanged, or increase the remaining moves



Term Notation Definition / Use

Scramble depth d Number of moves used to generate the start state under the chosen metric.

Distance-to-solved  d(s) Minimal moves from state s to solved under that metric (computed via IDA* with pattern
databases (Korf, 1997)).

Half-turn metric HTM/FTM  Quarter- and half-turns both count as one move. Used interchangeably in the literature;
baseline metric here.

Quarter-turn metric  QTM Quarter-turn counts as one move; half-turn counts as two. Used only when stated
explicitly.

Teacher plan grieach Inverse of the scramble (guaranteed solve, not necessarily optimal). Used for teacher-
adherence and baselines.

Optimal move a* Any move that reduces d(s) by exactly 1 (ties possible).

Table 1: Terminology and notation. Unless noted, the same metric is used for scrambling and evaluation.

Cube Bench

System: You are an expert
assistant specializing in Rubik’s
Cube operations....

User: Here is the Image, Textual

representation, and options ..
i Yes/No
Images :
Ir :
[l H —
i [[Green,Green,Green], )
—> I [Green,Green,Green], —————>» —>» A/B/C/D
[Green,Green,Green]] E
Textual f
Representation :
) INCREASE/
Virtual Cube - DECREASE/
At NO CHANGE
AL \ )
B:R
C:F
D: B2
Options

Figure 1: Cube Bench dataflow. A VirtualCube state is emitted as (i) a rendered image, (ii) a normalized textual
serialization, and (iii) a fairness-aware four-option move set (A—D). The MLLM consumes the required modalities,
user prompt and returns task-specific judgments: Yes/No (Verification), A/B/C/D (Move Prediction / Closed-Loop),
or DECREASE / NO_CHANGE / INCREASE (Causal Move-Effect).

to solve, without executing it (Causal Move-Effect,  (image+text vs. text-only) close the gap.
§4.3.6). This isolates the Evaluation step in a sim-
ple decision loop we call TEA: Transition (list the ~ From acting to recovering (RQ2: in-context re-

possible next moves), Evaluation (estimate each ~ covery). Finally, Competent agents make mis-
move’s impact on progress), and Argmin (choose  takes and recover. We therefore, measure whether

the move with the best predicted outcome). behavior rebounds after an error and how the
chance of recovery changes with scramble depth
(Learning Curve, §4.3.7). Summaries such as
solve-rate distributions, median attempts (on solved
cases), and first-error indices reveal whether the
policy replans or spirals.

From anticipating to acting (RQ1: optimality
under depth & modality). We then open the
loop. From a scramble of depth d, the model se-
lects one move at a time; the environment applies
it and returns the new state (Step-By-Step, §4.3.5).
We score teacher-adherence and oracle progress
under fixed HTM/FTM, stratified by depth and
prompt modality, to see how quickly compound- Instead of shipping a fixed corpus, Cube Bench
ing errors erode optimality, and which promptings  generates each item on demand using a lightweight

3.2 Dataset as Generator: The VirtualCube
Environment



Figure 2: An example of rendered scrambled image
from the dataset.

simulator, VirtualCube (Fig. 1). This choice pre-
vents memorization of a small set of scenes, keeps
storage cost negligible, and gives us fine-grained
control over difficulty and modality while remain-
ing fully reproducible.

Design. (i) Controllability: set scramble depth d,
move metric (HTM/FTM), camera/view, lighting,
and visual perturbations (e.g., occlusion, bright-
ness, recolor); (i1) Faithful ground truth: Present
an oracle capable of providing exact measurements
of distance-to-solution by employing IDA* search
in conjunction with pattern heuristics, as well
as implementing the teacher plan, which consti-
tutes the inverse of the scramble; (iii) Fair sam-
pling: when MCQs are required, draw four options
(A-D) via a fairness-aware sampler that balances
progress/no-change/regress classes and avoids de-
generate choices; (iv) Reproducibility: every sam-
ple is identified by (d, seed, variant) and regener-
ated from a logged config.

What it emits. For each seed, VirtualCube pro-
duces: (1) a rendered image of the cube from a
canonical viewpoint for cube net (e.g., Figure 2);
(2) a normalized textual serialization of the visible
or full state (e.g., 3x3 face tokens); (3) an optional
A-D option set for MCQ tasks. These streams feed
the task heads used throughout the suite: Verifi-
cation (Yes/No), Move Prediction / Closed-Loop
(A-D), and Causal Move-Effect ( DECREASE/NO
CHANGE/INCREASE). Oracle distances provide
labels and acceptance criteria (teacher-adherence
and/or any optimal-progress move under the cho-
sen metric).

Name Vendor License
Gemma 3-27B Google v
GLM-4.5V ZhipuAl v
Llama 4-Scout-17B:16E Meta (4
Qwen2.5-VL-7B-Instruct Alibaba v
Qwen2.5-VL-32B-Instruct Alibaba v
Qwen3-VL-30B-A3B-Thinking Alibaba v
Gemini 2.5 Pro Google X

Table 2: LLMs used in the experiments. ¢'= open-
source, X= closed-source.

4 Experimental Methodology

All experiments were run on NVIDIA A100
GPUs (80 GB). We used Python 3.11.13 and
vLLM (Kwon et al., 2023) v0.11.0 as the inference
engine, wrapped by our Cube Bench evaluation
harness. Unless otherwise stated, inference used
bfloat16 (bf16) precision and request-level batch-
ing of 100 prompts. Decoding was deterministic
(temperature = 0.0, i.e., greedy) for every task
except the reflection variants, where we enabled
stochastic decoding, as specified in their respective
subsections.

Each task section shows the exact prompt we
used, how we rendered the inputs (image/text), and
any decoding limits (such as the maximum tokens).
To keep things repeatable, we fix the random seed
for each run, record the engine details (model name,
vLLM version, precision, batch size), and keep the
prompts and answer choices the same within a task
unless we state otherwise. We report results by
combining all cases for that task (questions, steps,
or episodes, as appropriate). Each section also lists
the metrics used and the number of examples we
tested.

4.1 Ethics & Data Privacy

No human participants, animals, or personally
identifiable information were involved. All in-
puts are procedurally generated cube images/text
states from VirtualCube and model outputs from
released LLMs used under their licenses. Institu-
tional ethics approval was therefore not required.
We followed university research data-management
practices for storage, access, and retention; experi-
ment logs contain only non-identifiable seeds and
aggregate metrics. Any third-party assets were
used within their stated licenses (see Table 2).



4.2 Models Evaluated

We evaluated seven multimodal LLMs that span
open-weight releases and API-only services (Table
2). The open-weight group consisted of GLM-
4.5V (Team et al., 2025b), Qwen2.5-VL-7B/32B-
Instruct (Bai et al., 2025) and Qwen3-VL-30B-
A3B-Thinking (Team, 2025), Gemma 3-27B (Team
et al., 2025a) and Llama 4-Scout-17B:16E (Meta
Al, 2025). The closed-source consisted of Gem-
ini 2.5 Pro (Google, 2025). These choices reflect
widely used, recent multimodal families with pub-
lic weights (open-weight) or stable cloud endpoints
(API), and include both dense and Mixture-of-
Expert variants.

4.3 Task Suite

The Cube Bench consists of rich and diverse tests,
which are designed to evaluate MLLMs Visual and
Reasoning capability.

4.3.1 Cube Face Recognition

Given a single cube image, the model must recon-
struct the visible face as a 3x3 grid of discrete
text tokens. This isolates local perception/composi-
tional grounding before any planning or control,
providing an upper bound for vision-dependent
tasks (e.g., verification (§4.3.2), move prediction
(§4.3.3)) and addressing RQ4.

Setup. We present a single rendered image of
a Rubik’s Cube from a canonical viewpoint with
the FRONT face fully visible (plus adjacent edge
context). The model must return a 3x 3 face matrix
in row-major order over a fixed vocabulary V. We
accept either color tokens {W,Y,G,B,0,R} or face
tokens {U,D,F,B,L,R}; outputs are normalized via
a fixed mapping.? Any response that does not yield
a valid 3x3 matrix over V after normalization is
recorded as a parse violation; free-form text outside
the matrix is ignored for scoring.

Scoring. Primary: Element-wise Accuracy (per-
sticker correctness, averaged over the 3x3 grid).
Secondary: Matrix Accuracy (exact match of the
full 3x3). We additionally report results stratified
by scramble depth d € {1, 2, 3}, noting that recog-
nition should be depth-insensitive.

Notes. See Definition (§A.1.1) and Generation &
Fairness Controls (§A.1.2) in Appendix A, and see

“Normalization: e. g., white — W; case-insensitive; punctu-
ation ignored.

§B.1 in Appendix B for a detailed prompt for this
task.

Recognition serves as a vision floor; large gaps
here indicate perception issues rather than reason-
ing or control deficits.

4.3.2 Cross-Modal Verification

Given a rendered cube net and a textual hypothe-
sis about the FRONT face, the model must answer
Yes/No correctly. This probes cross-modal ground-
ing and consistency before any control, catching
hallucinations or weak visual grounding that would
otherwise contaminate downstream move selection,
and addresses RQ4.

Setup. [Image: one rendered cube net with canon-
ical layout and face labels; all stickers are fully visi-
ble (no occlusion). Text: a front-face hypothesis in-
stantiated from a template. In the simplest (and de-
fault) instantiation used in our runs, the hypothesis
is a full 3x3 grid for the FRONT face (i.e., “these
nine stickers, in this order, are the front face”). We
also support richer templates (single-cell claims,
row/column constraints, color counts, full-matrix
assertions), but unless stated otherwise we evaluate
the full-face equality case. Response format: a nor-
malized Boolean string: Answer: Yes or Answer:
No. Free-form text is ignored for scoring.

Scoring. Primary: Balanced Accuracy neutral-
izes any uneven Yes/No prior (when the prior is
enforced to 50/50, this equals accuracy). We treat
“Yes” as the positive class:

Balanced Accuracy = 3 (TPR + TNR).

TP
TPR = PI‘(@ = Yes ‘ Yy = YCS) = m,
TN
TNR =Pr(y =N =No) = —.
(g =No|y=No)= "0

where T'P is True Positive, T'N is True Negative,
F'P is False Positive, and F'N is False Negative.

Secondary metrics: Per-template accuracy (if
multiple prompt templates are used), Parse rate
(share of predictions that are exactly Yes or No),
and Label bias (mean predicted “Yes” rate vs. the
true prior). Unless noted otherwise, results are
reported at scramble depth d=5. at d=1, the front
face can be monochromatic, so we default to d=5
to better test visual recognition in a multi-color
setting. Verification is expected to be mostly depth-
insensitive’.

31deally, verification is depth insensitive for a good vision-
language model



Notes. See Definition (§A.2.1) and Generation &
Fairness Controls (§A.2.2) in Appendix A.

Verification is a minimal, high-precision gate on
cross-modal grounding: failures here indicate per-
ception/alignment issues, not planning. We, there-
fore, place it before move-selection or closed-loop
tests.

4.3.3 Move Prediction (Static MCQs)

At depth d=1, the model sees four candidate moves
(A-D) and must pick the one that most reduces the
remaining steps to solve (“moves-to-go”) under
a fixed scoring rule (ties are broken by a preset
rule i.,e., lexicographically options). This isolates
the TEA loop’s selection step, Argmin (the “A” in
Transition — Evaluation — Argmin), as a single,
non-compounding decision and targets RQ1: the
gap between static pick-the-best performance and
closed-loop adherence. We run matched prompts
in three modes (see Appendix B.3): Image + Text,
Image-only, and Text-only, to measure reliance on
each modality and any benefit from fusing them.
We reuse this static MCQ test for guided reflection
(§4.3.4, answering RQ5), keeping prompts, ren-
dering, parsing rules, and scoring identical for fair
comparison.

This protocol addresses RQ1 by quantifying
single-step prediction in a static setting and using
it as the baseline for comparison with closed-loop
solving.

Setup. State. A one-move scramble
s = T(s* as) from solved s* rendered by
VirtualCube with fixed camera/colors. Options.
Four labeled actions {a4,ap,ac,ap} where ex-
actly one is optimal at d=1 (the gold). Distractors
are sampled from remaining legal moves. Options
are shuffled per item. Prompt variants (matched
triplets per state). (M1) I4S: rendered image [
plus a canonical text serialization .S of the front
face; (M2) I only; (M3) S only. Response format.
A single normalized choice ANSWER: A|B|C|D.
Robust parsers accept <ANSWER>X</ANSWER>,
ANSWER: X, or <X>; all others are parse-violations.

Scoring. Primary: Top-1 accuracy per modality.
Compliance: Parse rate (number of valid A-D tag).

Notes. See Definition (§A.3.1) and Generation &
Fairness Controls (§A.3.2) in Appendix A.
4.3.4 Reflection Guided Reasoning

Single-step multiple-choice questions (MCQs) can
fail due to superficial heuristics or slight parsing

mistakes. This study examines whether a struc-
tured process of draft — reflection — re-answer
(Renze and Guven, 2024) enhances the quality of
choices in visual reasoning without updating pa-
rameters or risking dataset leakage. The evalua-
tion focuses on whether reflection interventions
(both guided and redacted) significantly improve
the selection of optimal answers without leaking
any answers. This approach isolates the impact of
post-hoc self-correction on identical items, quanti-
fies the frequency of correcting incorrect answers,
and assesses any “overthinking” that might cause
regressions on answers that were previously cor-
rect, addressing RQ5.

Setup. Items are generated (using §4.3.3) with
a scrambled depth of 1 (d=1). Unless stated,
temperature= 0.0 and the default prompt modal-
ity is mixed (image+text), see §B.3.1 in Ap-
pendix B. Reflection templates are predeter-
mined with two options: Guided—Unredacted and
Guided-Redacted (default). The re-answer prompt
ensures a single normalized choice and a fixed tie-
break order (A > B > C > D) for unclear reflections.

Protocol. For each item 7: (1) Draft: query once
and record the initial choice y; € {A, B,C, D}.
(2) Reflection: present the same state and options
plus the model’s prior choice (gold masked in the
redacted condition) and collect free-form reflection
r;. (3) Re-answer: re-ask the same MCQ, inject-
ing r;, and require a strict one-line response. No
finetuning or memory carries across items.

Conditions. Guided-Unredacted: reflection re-
ceives the gold option (upper-bound oracle guid-
ance or leaky reflections). Guided-Redacted:
gold masked (measures structured reflection benefit
without leakage). We provide an analysis of each
sample (both correct and incorrect) to evaluate the
model’s tendency to overthink and its rate of error
correction.

Scoring. Initial Acc: accuracy before reflection
(from §4.3.3). Final Acc (All): accuracy after re-
answering (all samples). Gain (A): Net gain in
accuracy after reflection (Final Acc. - Initial Acc.)
Error-Fix Rate (EFR): the fraction of previously
incorrect samples that were corrected. Overthink
Rate (OTR): the fraction of previously correct
samples that have been flipped to wrong (N/A in
Wrong-Only).



Compliance. Re-answers not matching the strict
format are marked as parse violations and are
scored as incorrect.

Notes. See Definition (§A.4.1) and Generation &
Fairness Controls (§A.4.2) in Appendix A.

4.3.5 Closed-Loop Step-By-Step

From a scramble of depth d, the model selects the
next move at each step from a four-option MCQ
(A-D) while the environment immediately exe-
cutes the choice. The teacher plan is the inverse
of the scramble; a step is marked correct if the
choice matches the teacher or any oracle-optimal
move that strictly reduces distance-to-solved un-
der a fixed turn metric (HTM/FTM) for the run.
Episodes terminate on the first non-progressing ac-
tion or a parse failure.

This protocol measures compounding errors and
stability under feedback rather than one-shot guess-
ing, and we use it to directly address RQ1 by quanti-
fying the gap between static recognition and closed-
loop solving across depths. It also serves as the
common baseline for RQ2 (the recovery-focused
Learning Curve, §4.3.7 variant permits progress
after near-misses).

Setup. Depth d € {1,2,3,4,5}; N episodes
with a deterministic per-sample seed 7. Each
episode initializes VirtualCube at depth d and
fixes a single distance metric (HTM/FTM) for
the run. The teacher plan is the inverse scram-
ble derived from the seed. We use a fixed step-
wise MCQ prompt template and a rendering con-
fig (camera/view, variant). At each step ¢, the
current state is rendered and a four-option legal
move set {a4,ap,ac,ap} is formed by includ-
ing the teacher move and sampling three unique
distractors; options A—D are uniformly shuffled.
Responses are expected as normalized tokens
A|B|C|D (optional IDK); robust parsers also accept
<ANSWER>X</ANSWER>, ANSWER: X, or <X>.

Scoring. We report two metrics: Teacher Ad-
herence (TA%) and Perfect Solve Rate (Perfect-
Solve%). A step is correct iff the model’s move
equals the teacher move a\**". Non-teacher moves
that still reduce distance may be applied to con-
tinue the episode but do not count toward TA%.
Episodes end at the first non-progress or a parse
failure, and we use unconditional denominators:
halted/missing later steps are scored as incorrect.
Let N be the number of episodes and d; the scram-

ble depth of episode .

1003~ 1§
N —di

with non-compliant outputs (non-A-D, parse fails)
scored as incorrect.

Perfect-Solves%. Share of episodes with all
steps correct under the same criterion; any early
halt, non-progress, parse failure, or non-compliant
output breaks perfection:

N d;
—_— Correct@t } .
N i=1 t=1

TA% — {correct; + },
1

t=

Perfect-Solves% =

Notes. See Definition (§A.5.1) and Generation &
Fairness Controls (§A.5.2) in Appendix A.

Abstention (Selective Control). To probe cal-
ibrated non-answers without inflating headline
scores, we allow an explicit IDK output but keep
our primary metrics unchanged: for TA% and Per-
fect%, IDK is scored as incorrect (no credit), and
results are reported with unconditional denomina-
tors. In other words, abstention can prevent a bad
move, but it does not boost adherence.

We additionally study selective behavior in the
Appendix: models may abstain (IDK) when un-
certain, and we report coverage (answered/total),
selective accuracy (correct/answered), and APA
(Abstention-Penalized Accuracy) with weight A for
IDK. Implementation follows our runner: IDK is
detected via a strict tag or common variants; the
default policy is teacher_on_abstain (apply the
teacher move to preserve episode length), with
skip_item as a sensitivity variant. Unless noted,
A=0.25 and, when used, confidence thresholds con-
trol when IDK is permitted. Formal definitions and
full confusion/coverage table appear in App. §A.6.

4.3.6 Causal Move-Effect

Before acting, the model must evaluate each can-
didate move’s local consequence on distance-to
solved: DECREASE (closer), NO CHANGE
(same), or INCREASE (farther). This isolates
the TEA loop’s Evaluation step, separating state
evaluation from policy selection, and complements
closed-loop by avoiding compounding errors while
still requiring forward simulation. It addresses RQ3
by testing whether models can accurately forecast
the direction of change in a task-aligned objective
induced by a candidate action prior to execution.



Setup. A cube state s is sampled by
VirtualCube. = We construct four candidate
moves a4, . ..,ap with a fairness-aware sampler.
The prompt provides a textual serialization S
of s plus face-center colors (for color—face
mapping). The model must return four tags,
one per option, using the strict format <A>
DECREASEINO_CHANGEIINCREASE </ A>.
Robust parsing accepts light variants (e.g., A:
DECREASE); missing tags are scored as errors
and recorded as MISSING in the confusion
matrix. No image is used for scoring (prompt
instructs TEXT-only reasoning to isolate modality
preference).

Scoring. (i) Micro-Accuracy p, over the four la-
bels; (ii) Macro-F1 averaged over { DECREASE,
NO_CHANGE, INCREASE}; (iii) Cohen’s k
(chance-corrected):

m; = Pr(gold = i), ¢; = Pr(pred = i)

We compute p, from the confusion-matrix diago-
nal, and p, from the gold priors 7 and the model
mix ¢ (also logged as expected_dot). Intuition:
r=1 perfect agreement; k=0 chance; k<0 worse
than chance. Parse failures (MISSING) count as
false negatives for the gold class.

Notes. See Definition (§A.7.1) and Generation &
Fairness Controls (§A.7.2) in Appendix A.

4.3.7 Learning Curve (closed-loop MCQ)

This test probes whether a model can improve (or
at least persist) across short interactive trajectories
when each decision is posed as a four-option MCQ.
We repeatedly ask for the next move (A-D) on
a cube scrambled to depth d, applying an accept-
progress policy so episodes can recover from near-
misses rather than collapsing on the first error (cf.
§4.3.5). It addresses RQ2, which examines the
models’ capacity to correct errors.

Setup. Depth d, N episodes, deterministic per-
sample seed ¢, fixed prompt template, renderer
config, and max_attempts. Each episode starts
from a depth-d scramble; the teacher plan is the
inverse scramble. At each attempt we form a fresh
MCQ from the current state, query (image+text
unless specified), parse <ANSWER>X</ANSWER> or
ANSWER: X (else parse-fail), apply the control pol-
icy, and stop on solve or on max_attempts.

Scoring. Let there be N episodes and, for
episode i, T; € NU {oo} the number of attempts
used to solve (7; = oo if unsolved). With }*{-} the
indicator:

N
1
SR = N;W{n < 00},

1 N
P(1) = ST =1},
=1

N
1
P(<3) = & > W{T; < min(3, max_attps)}.
=1

Med@Solved = median{T; : T; < oo },

N
1
Avgz@QAll = N 2 min{7;, max_attempts}.
1=
We report 95% confidence intervals for SR using
the Wilson score interval; P(1) and P(< 3) use the

unconditional denominator [N (unsolved contribute
0).

Notes. See Definition (§A.8.1) and Generation &
Fairness Controls (§A.8.2) in Appendix A.

5 Experiments & Results

Protocol consistency. Unless otherwise stated,
all experiments use the same prompt templates (see
Appendix B) and a fixed sample size of N = 100
items per condition. This consistency holds across
all tests in §5 (depths 1-5, modalities, and any
intervention variants), with the item sets drawn
once and reused across models to enable paired
comparisons. Strict A—D formatting is required
for MCQ outputs; any non-compliant response is
counted as an error.

5.1 Basic Capabilities: Recognition,
Verification & Move Prediction

We begin by establishing a vision and one-step
decision floor before any closed-loop control.
Face reconstruction (§4.3.1) measures per-sticker
and full-matrix fidelity; cross-modal verification
(§4.3.2) checks image <> text consistency with
balanced accuracy; and static move prediction
(§4.3.3) evaluates one-step optimal-move selection
across Image + Text, Image-only, and Text-only
prompts. Together these isolate perception and
single-turn choice, against which later sequential
adherence can be compared.



Element-wise Acc. (%) Matrix Acc. (%) Verification (%) @ d = 5

Model d=1 d=2 d=3 d=1 d=2 d=3 Bal. Parse Bias
Gemma 3-27B 61.9 472  36.60 31.00 8.00 3.00 58.00  100.00  70.00
GLM-4.5V 100.00 99.70 98.70 100.00 98.00 96.00 95.00 100.00  55.00
Llama 4-Scout-17B:16E 70.60  41.00 3320 36.00 7.00 3.00 47.00  100.00  93.00
Qwen 2.5-VL-7B-Instruct 7620  70.60 62.00 40.00 22.00 13.00 71.30  98.00 57.10
Qwen 2.5-VL-32B-Instruct 84.00 7880 7130 68.00 43.00 19.00 81.00 100.00  65.00
Qwen3-VL-30B-A3B-Thinking  98.10 9540 86.70 94.00 78.00 60.00 84.00 100.00  66.00
Gemini 2.5 Pro 100.00 98.80 96.80 100.00 90.00 84.00 100.00 100.00  52.00

Table 3: Left: Cube Face Reconstruction reported as element-wise (per-sticker) accuracy and exact 3x3 matrix
accuracy at depths d € {1, 2, 3}. Right: Cross-modal Yes/No Verification at fixed depth d = 5 with Bal=(TPR +

TNR)/2, Parse=% outputs matching Answer: Yes|No, and Bias=|Yes rate — 0.5| (lower is better).

Headline patterns: (i) high performers sustain
strong reconstruction at shallow depths, with degra-
dation concentrated in exact 3x3 layout at d=3;
(i1) verification balanced accuracy varies by fam-
ily despite near-zero parse violations; and (iii) on
one-move MCQs, top models lead across modali-
ties (e.g., Gemini 2.5 Pro: 96% Image+Text, 92%
Image-only, 80% Text-only), while smaller open-
weights cluster near 20-35%.

5.1.1 Cube Face Reconstruction

Using the method from §4.3.1 (element-wise vs.
matrix accuracy; parse-violation rate) and prompt
in §B.1 in Appendix B, we observe depth-linked
layout fragility despite largely stable per-sticker
recognition. For example, in Table 3, by d=3 Gem-
ini 2.5 Pro retains high per-sticker fidelity (96.8%)
with some drop in exact 3x3 matches (84.0%),
while Qwen 2.5-VL-32B falls more sharply (71.3%
/ 19.0%), indicating weaker global spatial coher-
ence. Overall, all models show widening gaps be-
tween element-wise and matrix accuracy as depth
increases, aligning with small edge misplacement
compounding into full-face mismatches.

Takeaway. Depth primarily impacts spatial co-
herence beyond mere sticker recognition; while
element-wise accuracy remains high, it is the pre-
cise 3x3 matches that are affected. Robust fron-
tier models maintain performance at d=3, yet mid-
range and smaller open-source configurations ex-
hibit significant matrix drop, notwithstanding ade-
quate sticker scores, thereby indicating weak global
binding. This verifies Face Reconstruction as the
vision floor: deficiencies in this context pertain to
perceptual/grounding issues rather than planning.
Consequently, we condition Verification (§5.1.2),
Move Prediction (§5.1.3), and Closed-Loop (§5.3
& §5.4) processes on passing this test, and assess
both element-wise and matrix accuracy to clearly

differentiate token recognition from spatial arrange-
ment.

5.1.2 Cross-Modal Verification

Using the method from §4.3.2 and the prompt in
§B.2 in Appendix B, we tested the model’s ability
to verify a cube’s orientation. The model was given
an image of an unfolded cube (a net) and a hypoth-
esis for the FRONT face, and it had to answer Yes
or No to confirm if the hypothesis was correct. We
measured performance using Balanced Accuracy,
which provides a fair score by neutralizing any po-
tential imbalance in the Yes/No class distribution.
We also reported the parse rate (how often the
model provided a valid Yes/No answer) and label
bias (its tendency to favor "Yes"). While this verifi-
cation task should ideally be insensitive to scramble
depth, we used a fixed depth of d = 5. This ensures
the FRONT face was sufficiently mixed (i.e., less
monochromatic), making the visual confirmation
non-trivial. To further isolate the reasoning task,
our experiments used a balanced 50/50 prior for
correct answers and only varied the phrasing (sur-
face forms) to prevent the model from relying on
lexical shortcuts.

Models with flawless parsing still differ in their
discrimination ability. For example, Qwen3-VL-
30B-A3B-Thinking reaches Bal. 84.00%, Qwen
2.5-VL-32B hits 81.00%, and Qwen 2.5-VL-7B
achieves 71.30%. GLM-4.5V attains 95.00%,
while Gemini 2.5 Pro was perfect in our runs (Bal.
100.00%). Although parse rates are ~100% for
these top models, a residual label bias persists
(ranging from 52-93%). For instance, Llama 4-
Scout-17B:16E exhibits a high label bias of 93%,
indicating it largely favours "Yes" and suggesting a
tendency to default to "Yes" when uncertain. See
Table 3 (right) for the per-model breakdown.



Takeaway. Verification acts as a high-precision
gate on cross-modal grounding: failures here re-
flect perception/alignment issues rather than plan-
ning. We therefore place it before move selection or
closed-loop tests and use per-template breakdowns
when applicable to localize weaknesses.

5.1.3 Optimal Move Prediction (Static MCQ)

Using the method established in §4.3.3 and prompts
(image + text, image-only, text-only) in §B.3 in Ap-
pendix B, we probe single-turn competence by ask-
ing the model to choose the unique action (A-D)
that most reduces the distance-to-solved for a one-
move scramble (d=1). This isolates the Argmin/se-
lection step without closed-loop compounding. We
run matched prompt variants i.e., Image + Text,
Image-only, and Text-only, per state to quantify
modality reliance. Responses must normalize to a
single A—D tag; we also track the parse-violation
rate. Options are fairness-shuffled, so positions
A-D are approximately uniform over the set. The
primary metric is top-1 accuracy per modality.

From Table 4, Gemini 2.5 Pro tops all three
modalities (Image+Text 96%, Image-only 92%,
Text-only 80%) with perfect A-D parsing, showing
that both perception and the final Argmin selec-
tion (A from TEA loop) step are strong. In con-
trast, most open-weights sit around 20-35% and
show uneven modality behavior. Gemma-3-27B is
particularly weak on Image-only (27% with 100%
parsing), which is consistent with its poor face re-
construction and low verification from §5.1.1 &
§5.1.2. Qwen-2.5-VL-7B performs better on Text-
only (26%) than on Image-only (18%) and even
Image+Text (19%). Its modest visual reconstruc-
tion indicates that adding a noisy visual stream
negatively affects fusion. Qwen-2.5-VL-32B stays
26-28% across modalities with perfect parsing de-
spite stronger perception and verification, pointing
to selection limits. Qwen3-VL-30B-A3B-Thinking
shows good verification but fragile format com-
pliance (Text-only parsing 77%) that depresses its
MCQ. GLM-4.5V is the clearest decoupling case:
near-perfect reconstruction and strong verification,
yet low MCQ (31% Image+Text; 21% Image-only),
again implicating the selection/ranking step rather
than perception.

Takeawys. (i) Static MCQ exposes a real selec-
tion gap: several models with decent reconstruc-
tion/verification (§5.1.1 & §5.1.2) still hover near
chance because they mis-rank candidates or violate

the A-D format; (ii) Fusion isn’t free when vision
is the bottleneck (e.g., Gemma-3, Qwen-7B); Im-
age+Text accuracy can underperform text-only ac-
curacies (e.g., Llama 4); (iii) Strict parsing matters,
non-A-D outputs directly convert to errors and can
mask underlying competence; (iv) Only Gemini
2.5 Pro presents a consistent story across tasks,
high perceptual fidelity (reconstruction), strong
cross-modal grounding (verification), and accurate
selection (MCQ) while others are capped either
by perception (Gemma-3) or by the Argmin step
(GLM-4.5V, Qwen-32B).

5.2 Reasoning Interventions Improve MCQ
Accuracy

We evaluate a draft — reflection — re-answer
pipeline (§4.3.4) on the same MCQ items as Ta-
ble 4 under two regimes. In the Unredacted (leakys;
see Appendix B.4.1 for a detailed unredacted re-
flection prompt) setting, every model improves sig-
nificantly, see Table 5, with GLM4.5v and Llama
4-Scout-17B:16E saturating at 100% (469 and +82
points, respectively), and Qwen models gaining
+42 to +50 points. This confirms that targeted rea-
soning can recover many initial mistakes when the
label is leaked.

The Redacted (no-leak; see Appendix B.4.2 for
a detailed redacted reflection prompt) setting is
more revealing. The Qwen family shows con-
sistent, meaningful gains of +11-14 points (EFR
~ 28-36%), albeit with sizable OTR (50-65%).
Llama 4-Scout-17B:16E improves modestly (+6;
EFR 20%, OTR 40%). Gemma-3-27B shows no
net benefit (0), and GLM4.5v degrades (-15) due
to high overthinking (OTR 66.7% vs. EFR 6.2%).
These outcomes emphasize that label-free reflec-
tion can help, but is not uniformly positive, and
that the EFR/OTR balance is decisive.

Takeaways. (1) Reflection helps, but the leaky
view inflates it. Unredacted results are upper
bounds (even reaching 100%); real-world, no-leak
gains are smaller, (2) Mind the EFR-OTR trade-
off. Net improvement hinges on fixing wrong an-
swers without flipping correct ones. GLM4.5v’s
—15 points under Redacted is explained by very
high OTR (66.7%) overwhelming limited EFR
(6.2%), (3) Benefits vary by model. Qwen models
consistently gain (+11-14); Llama 4-Scout gains
slightly (+6); Gemma-3 shows none; some models
can overthink and regress without labels, and (4)
Reasoning = perception. These interventions pri-



Image + Text Image Text
Model Acc. (%) Parse (%) Acc. (%) Parse (%) Acc. (%) Parse (%)
Gemma 3-27B 33.00 100.00 27.00 100.00 31.00 100.00
GLM-4.5V 31.00 98.00 21.00 98.00 28.00 96.00
Llama 4-Scout-17B:16E 18.00 100.00 16.00 100.00 25.00 100.00
Qwen 2.5-VL-7B-Instruct 19.00 100.00 18.00 100.00 26.00 100.00
Qwen 2.5-VL-32B-Instruct 28.00 100.00 27.00 100.00 26.00 100.00
Qwen3-VL-30B-A3B-Thinking 23.00 86.00 19.00 98.00 32.00 77.00
Gemini 2.5 Pro 96.00 100.00 92.00 100.00 80.00 100.00

Table 4: SolveMovesTest (1 move from solved). Top-1 accuracy and format compliance (Parse: % outputs
matching ANSWER: [A-DJ or <ANSWER>. . .</ANSWER>) across prompt modalities. All runs use the same number of
items per modality for comparability.

Guided (Unredacted) Guided (Redacted)

Model Initial Acc. (%) Final Acc. (%)t A1 EFR(%)T OTR(%)| FinalAcc. (%)t AT EFR(%)1 OTR (%) |
Gemma 3-27B 22.00 81.00 +59.00 81.70 20.70 22.00 +0.00 22.00 78.00
GLM4.5v 31.00 100.00 +69.00 100.00 0.00 16.00 -15.00 6.20 66.70
Llama 4-Scout-17B:16E 18.00 100.00 +82.00 100.00 0.00 24.00 +6.00 20.00 40.00
Qwen 2.5-VL-7B-Inst. 17.00 59.00 +42.00 59.00 41.20 31.00 +14.00 36.00 65.00
Qwen 2.5-VL-32B-Inst. 24.00 70.00 +46.00 71.80 36.43 35.00 +11.00 34.71 64.00
Qwen3-VL-A3B-Thinking 23.00 72.00 +50.00 71.80 27.34 34.00 +11.00 27.81 50.00

Table 5: Reflection-guided re-answering on Optimal Move Prediction involves two methods: “Guided (Unredacted)”
with correct options during reflection for an oracle upper bound, and “Guided (Redacted)” without labels as the
default. Initial Acc. is accuracy before reflection (see Table 4); Final Acc. is after one reflection pass; Delta is the
absolute change; EFR is the corrected share of initially wrong items; OTR is the share of correct items flipped to
wrong. All runs use Image+Text modality, zero temperature, deterministic option shuffling, and strict A-D parsing.

marily strengthen selection on static items; they do
not repair weak visual grounding or format compli-
ance (§5.1.1, §5.1.2).

5.3 Closed-loop control

Having tested Reconstruction (§5.1.1), Verifica-
tion (§5.1.2), and Reflection (§5.2), we now ask
whether those gains survive feedback: after each
choice the cube state changes, so errors can com-
pound and recovery matters. We therefore evaluate
MLLMs under closed-loop control, using two com-
plementary probes mapped to our TEA framing
(Transition — Evaluation — Argmin):

(1) Optimal Adherence (closed-loop next-
move). At each step the model must pick the next
action and stay on the teacher trajectory; success
requires sustained, stepwise adherence under state
feedback. We report Teacher-Adherence (TA%),
and Perfect-Solves% (episodes with TA = 100%).

(2) Move-Effect (evaluate-before-you-act
within the loop). Before acting, the model
labels each candidate (A-D) as DECREASE/NO
CHANGE/INCREASE in distance-to-solved,
exposing whether its internal evaluation supports
good control. We report Micro-Accuracy, Macro-
Fl, and Cohen’s k with p, = ¢ - 7 to discount
prior-chasing. A fairness-aware sampler balances

classes and option letters to avoid exploitable
priors.

Unless stated otherwise, protocols and metrics
follow §4.3.5 & §4.3.6, with the text as ground
truth (images shown only for reference).

5.3.1 Optimal-Move Adherence vs Depth

Applying the methodology established in §4.3.5
and the prompt in §B.5 in Appendix B, we pro-
ceed as follows: we run the step-by-step protocol
from scrambles of depth d € {1,...,5}. Ateach
step, the model selects A—D; the environment ex-
ecutes the choice immediately. A step is correct
if it matches the teacher plan (inverse scramble)
or any oracle-optimal move that strictly reduces
the distance-to-solved under a fixed turn metric.
Episodes halt at the first non-progressing action
or failure to parse. We report Teacher-Adherence
(TA%: correct steps per episode divided by d) and
Perfect-Solves (% of episodes completed), using
unconditional denominators so early halts count as
erTors.

Models degrade with depth at varying rates.
From Fig. 3, Gemini 2.5 Pro starts strong in
the green band at d=1, then declines with er-
rors (from 90 to 10 TA%). Open-weights clus-
ter in the red band by d>3: Qwen-2.5-VL-7B
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Figure 3: Step-by-step closed-loop results. TA% is Teacher-Adherence, i.e., “8<ESES 5 100, Perfect% is the
share of episodes with perfect teacher adherence. Accuracies use unconditional denominators (episodes that ended

early count as incorrect at later steps). Bands (w.r.t TA%):

(from 26 to 6), Qwen-2.5-VL-32B (from 20 to
7.5), Qwen3-VL-30B (from 22 to 9), GLM-4.5V
(from 20 to 9), and Gemma-3-27B (from 20 to
7). This matches earlier findings: models weak
in reconstruction and verification (§5.1.1-§5.1.2),
like Gemma-3, quickly enter the red zone; those
with decent perception but weak static MCQ selec-
tion (§5.1.3), like GLM-4.5V and Qwen-32B, still
decline sharply, indicating issues with selection/-
planning rather than perception. Gemini’s strong
perception and selection lead to the best closed-
loop adherence despite depth sensitivity.

Takeaways. The results highlight several criti-
cal weaknesses in current models: (1) Sequential
Reasoning Collapses with Depth: All models,
regardless of size, show a severe collapse in perfor-
mance as the number of sequential steps (depth
d) increases. This demonstrates a fundamental
fragility in tasks requiring long-horizon, closed-
loop reasoning, (2) Even Frontier Models are
Brittle: While Gemini 2.5 Pro is the clear leader,
starting at 90% Teacher-Adherence (TA) atd = 1,
its performance is not robust. It suffers a massive
drop to 10% TA, indicating that even the most ad-
vanced models are highly sensitive to sequential
task length, (3) Significant Gap Between Frontier
and Open Models: A stark performance divide ex-
ists. Gemini 2.5 Pro (the green band) starts with

0-20% 20-60% 60-100% .

3—4x higher adherence than the cluster of open-
weight models (the red band), which only achieve
20-26% TA at d = 1 and fall to near-failure lev-
els (6-9% TA) by d > 3, and (4) Planning, Not
Just Perception, is the Bottleneck: The analysis
diagnoses why models fail. Models with decent
perception (like GLM-4.5V) still decline sharply,
indicating the failure is not just in perception but
in the higher-level cognitive task of planning and
making correct sequential selections.

5.3.2 Causal Move-Effect Probe

Using the procedure in §4.3.6 and the prompt in
§B.6 in Appendix B, we test “evaluate before you
act”: given a text-only cube state and four legal
neighbors (A-D), the model must label each as DE-
CREASE (closer), NO CHANGE, or INCREASE
(farther). Outputs must be exactly four A-D tags;
missing or malformed tags count as errors. We re-
port Micro-Accuracy (over all A-D labels), Macro-
F1 (averaged over the three classes), and Cohen’s k
with p. = ¢ - 7, where q is the model’s overall pre-
diction mix and 7 is the realized class prior. To re-
duce class and position bias, a fairness-aware sam-
pler builds A-D as one-of-each plus a feasible dou-
ble (only when that class has at least two distinct
moves), rotates which letter carries the double, and
monitors drift with Jensen—Shannon divergence



d=1 d=2 d=3

Model Micro-Acc (%) Macro-F1 K Micro-Acc (%) Macro-F1 K Micro-Acc (%) Macro-F1 K
Gemma3-27B 32.00 0.30 -0.025 31.5 0.309 -0.027 27.00 0.262 -0.099
GLM-4.5V 36.00 0.31 0.0014 30.00 0.25 -0.0856 29.00 0.237 -0.1011
Llama 4-Scout-17B:16E 28.50 0.27 -0.084 27.75 0.27 -0.079 27.25 0.27 -0.084
Qwen 2.5-VL-7B-Instruct 37.00 0.21 0.0024 35.75 0.20 0.00059 36.5 0.20 0.00902
Qwen 2.5-VL-32B-Instruct 32.20 0.25 -0.074 39.3 0.316 0.0403 41.25 0.335 0.0859
Qwen3-VL-30B-A3B-Thinking 33.0 0.29 -0.029 32.0 0.269 -0.034 35.72 0.306 -
Gemini 2.5 Pro 79.0 0.78 0.680 65.0 0.632 0.475 62.0 0.606 0.439

Table 6: Move-Effect results by depth (d=1, 2, 3). Higher is better unless noted. Macro-F1 over DECREASE,

NO_CHANGE, INCREASE.

(JSD) relative to depth-feasible targets and uniform
slot balance. We evaluate depths d € {1, 2,3} with
N = 100 items per depth (300 items total; 1,200
labels). Prompts are in Appendix B.6.

From Table 6, the frontier model (Gemini
2.5 Pro) again leads with consistently positive
x and the strongest Macro-F1 across depths, in-
dicating genuine causal forecasting beyond pri-
ors (though performance still drops as scramble
depth increases). Open-source baselines cluster
near chance. For Qwen-2.5-32B, micro-accuracy
edges up with depth, but x shows what’s really
happening: below chance at d = 1 (= —0.074),
barely above chance at d = 2 (= 0.040), and
only a small positive at d = 3 (= 0.086). The
confusion and prediction mix explain this: Qwen
mostly predicts INCREASE and rarely predicts
DECREASE. In practice, it treats most moves as
“making things worse,” so it misses many true DE-
CREASEs (low recall), keeping Macro-F1 mod-
est (= 0.2batd = 1, = 0.33 at d = 3) even
when micro-accuracy improves. When the depth-
wise class prior happens to place more mass on
INCREASE, this bias can inflate micro-accuracy,
but x stays small/negative because it adjusts for
the model’s skewed prediction mix, signaling little
real evaluation skill. GLM-4.5V shows a similar
story: chance-level  at d = 1 slipping negative as
depth grows, consistent with prior-chasing rather
than calibrated, causal assessment.

Takeaways. Chance-corrected  is the headline
metric: it discounts depth-dependent priors and
duplicated-option heuristics, so x > 0 signals real
pre-action understanding, while x < 0 indicates
guessing or bias even when Micro looks accept-
able. Under this lens, only the frontier model
demonstrates robust causal move-effect forecast-
ing across depths (though still weaker at higher d);
open-weights show shallow heuristics INCREASE
bias, DECREASE blind spot). We therefore em-

phasize x (with Micro, ¢ - 7, and Macro-F1 for
transparency) when comparing depth, and interpret
Qwen-2.5-32B’s small  gains as prior-alignment
effects more than substantive improvements in cube
reasoning.

5.4 Recovery dynamics

Having assessed evaluation §5.3.2 and adherence
§5.3.1, we conclude with recovery: what happens
after the first error when actions feed back into
the state. Using the step-by-step protocol (§4.3.5)
and the prompt in §B.7 in Appendix B, we de-
tect the first deviation from the teacher move (mal-
formed/missing outputs also count as errors), then
let the model continue under a fixed post-error at-
tempt budget (max_attempts = 6); the textual state
remains authoritative. Table 7 summarizes post-
error outcomes, reporting: SR (Solve Rate; Wilson
95% CI), P(1) and P(< 3) (early-recovery skill),
Med@Solved (median attempts among solved
episodes), and Avg@All (mean attempts over all
episodes, counting failures as max_attempts). The
exact prompt and parsing template for this test are
provided in Appendix B.7.

All episodes start at d=3; after the first devia-
tion we allow six attempts. As shown in Table 7,
Gemini 2.5 Pro leads (SR 40%, P(< 3) = 0.40,
Med@Solved 3, Avg@All 4.8). Qwen 2.5-VL-7B
is modest (SR 8%, Med@Solved 4.5, Avg@All
5.88). Gemma 3-27B (SR 4%, Med@Solved
3, Avg@All 5.88) and Llama 4-Scout-17B:16E
(SR 6%, Med@Solved 6, Avg@ All 5.98) recover
rarely; the latter typically only at the budget limit.
GLM4.5v is the lowest (SR 2%, Med@Solved 2,
Avg@All 5.92). Qwen 2.5-VL-32B does not re-
cover within budget (SR 0%, Avg@ All 6.00). No
system achieves immediate bounce-back (P(1) =
0 for all). CIs are reported in Table 7.

Recovery from d=3 is non-trivial: most error-
bearing episodes drift to the attempt limit rather



Model SR 95% CI P(1) P(<3) Med@Solved Avg@All
Gemma 3-27B 4.00 [0.7, 19.5] 0.00 0.04 3.00 5.88
GLM4.5v 2.00  [0.0035,0.10] 0.00 0.02 2.00 5.92
Llama 4-Scout-17B:16E 6.00 [0.021,0.162] 0.00 0.00 6.00 5.98
Qwen 2.5-VL-7B-Instruct 8.00 [2.20, 25.00] 0.00 0.04 4.50 5.88
Qwen 2.5-VL-32B-Instruct ~ 0.00 [0.00, 13.30] 0.00 0.00 NA 6.00
Gemini 2.5 Pro 40.00 [11.76,76.93] 0.00 0.40 3.00 4.8

Table 7: Learning-curve leaderboard (empty template). SR = solve rate; CI = 95% Wilson interval; P(1) and
P(< 3) are fractions solved within 1 and 3 attempts; Med @ Solved = median attempts (solved only); Avg@All =

average attempts counting failures as max_attempts.

than re-enter a solving trajectory. Gemini 2.5
Pro is comparatively strong yet still leaves 60%
of episodes unsolved within six attempts. The rest
exhibit fragile local repair, GLM4.5v is fast when
it finds a fix (low Med@Solved) but almost never
does (2% SR), while Llama 4-Scout-17B:16E
only succeeds at the ceiling (6-attempt median)
with no early recoveries. Combined with adher-
ence results, this suggests: (i) one-step skill does
not translate into post-error control, (ii) immediate
local repair is weak (no P(1) successes), and (iii)
effective recovery likely requires explicit mecha-
nisms, short rollouts or self-checks before acting
(TEA “Evaluation”), selective abstention/deferral,
and probing deeper attempt budgets to locate satu-
ration points.

6 Conclusion

This thesis introduces Cube Bench, a compact, de-
terministic benchmark for probing spatial visual
reasoning in multimodal LL.Ms under feedback.
By disentangling perception, pre-action evaluation,
one-step selection, and closed-loop adherence, and
by adding a reflection-guided re-answering layer,
we evaluated models across matched scrambles,
prompts, and parsers with oracle progress signals
and fairness controls. The result is a transpar-
ent benchmark for long-horizon behavior, not just
static recognition.

Across seven contemporary MLLMs, we find a
persistent and depth-sensitive gap between strong
one-step performance and reliable closed-loop con-
trol: accuracy degrades as scramble depth in-
creases; early halts can cascade into failure; and
good perception does not guarantee robust selec-
tion or control when errors compound. Reflec-
tion helps selectively, delivering modest, label-safe
gains, but it can also induce “overthinking”, occa-
sionally flipping previously correct answers. We
also observe a pronounced closed-source vs. open-

source gap: the strongest closed model leads on
both static and long-horizon tasks, while many
open models cluster near chance on the hardest
settings, yet even the best degrade at higher depths.

Beyond headline results, Cube Bench'’s task de-
sign clarifies where capabilities break: (i) per-
ception and cross-modal grounding (seeing/align-
ing) are necessary but not sufficient for control;
(ii) pre-action, causal move-effect prediction iso-
lates whether models can “think before acting”;
and (iii) step-by-step and recovery protocols quan-
tify adherence and post-error resilience with sim-
ple, reproducible metrics. Together, these isolate
failure sources i.e., seeing, evaluating, or doing,
and reduce confounds common to open-ended web
testbeds.

Limitations

Like any empirical study in Al evaluation, our work
on Cube Bench has several limitations that should
be considered when interpreting the results. These
stem from the scope of the benchmark design, the
models evaluated, and the experimental setup. Be-
low, we outline the key limitations and suggest
directions for future work to address them.

This study uses Rubik’s Cube as a compact, con-
trollable testbed. While it stresses spatial percep-
tion and short-horizon planning, results may not
directly generalize to broader embodied control,
real-world robotics, or web-agent tasks. Evalua-
tions are limited to relatively shallow horizons and
short interactive trajectories; long-horizon behav-
iors (e.g., planner fallbacks, recovery from deep
error chains) remain under-examined.

To ensure reproducibility and computational fea-
sibility, evaluations are stratified by low scramble
depths (d € 1, 2, 3, 5), far below Rubik’s Cube’s
God’s number ( 20 moves in FTM/HTM). This
limits insights into long-horizon planning, where
compounding errors are more pronounced. Tasks



also rely on multiple-choice formats (e.g., A—D
options) rather than fully open-ended move genera-
tion, which could inflate performance by reducing
the action space. Closed-loop evaluations simulate
feedback but do not incorporate real-time physi-
cal interactions or advanced visual perturbations
beyond basic ones (e.g., occlusion, recoloring).

Distance and progress labels rely on an algorith-
mic oracle and chosen turn metrics (FTM/HTM).
Time caps, heuristic fallbacks, or metric choices
can introduce small labeling errors, particularly
on states near equivalence classes (multiple near-
optimal neighbors).

We balance class/slot priors and rotate the
double-class across A-D, but per-item feasibility
can still cause slight deviations from target priors.
Residual slot or class bias could subtly influence
outcomes.

Only one very large “reasoning” model was
evaluated at frontier scale. Any conclusions
about frontier-level reasoning may conflate vendor-
specific design choices (training data, refusal poli-
cies, hidden tool use) with the broader model class,
and closed-weights APIs can change without no-
tice. Cost/latency are also not apples-to-apples with
local/open models.
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A Task Definitions & Generation/Fairness Controls (Cube Bench)

In this section we detail task definitions, prompt design, and fairness controls for Cube Bench.

A.1 Cube Face Reconstruction
A.1.1 Definition (§A.1.1)
A.1.2 Generation & Fairness Controls (§A.1.2)

A.2 Cross-Modal Verification
A.2.1 Definition (§A.2.1)
A.2.2 Generation & Fairness Controls (§A.2.2)

A.3 Optimal Move Prediction (Static MCQ)
A.3.1 Definition (§A.3.1)
A.3.2 Generation & Fairness Controls (§A.3.2)

A4 Reflection-Guided Reasoning
A.4.1 Definition (§A.4.1)
A.4.2 Generation & Fairness Controls (§A.4.2)

A.5 Closed-Loop Step-by-Step
A.5.1 Definition (§A.5.1)
A.5.2 Generation & Fairness Controls (§A.5.2)

A.6 Abstention (Selective Control)
A.6.1 Definition (§A.6.1)
A.6.2 Generation & Fairness Controls (§A.6.2)
A.6.3 Results (§A.6.3)

A.7 Causal Move-Effect Probe
A.7.1 Definition (§A.7.1)
A.7.2 Generation & Fairness Controls (§A.7.2)

A.8 Learning Curve (Closed-Loop MCQ)
A.8.1 Definition (§A.8.1)
A.8.2 Generation & Fairness Controls (§A.8.2)

A.1 Cube Face Reconstruction
A.1.1 Definition

Let I be the input image and M* € V3%3 the ground-truth face matrix over vocabulary V. The model
outputs M = f(I) after normalization N (-). Element-wise accuracy is

3 3
1 —~
AcCetem = 5 > S TUN(My) = My},
i=1 j=1

and matrix accuracy is AcCay = 1{N (]\/Z ) = M™*}. Parse-violations are counted when N (]\//.7 ) ¢ Y3x3
(wrong shape/tokens).

A.1.2 Generation & Fairness Controls

Images are generated with VirtualCube using: fixed camera pose, standard color scheme, and uniform
random cube states sampled by scramble depth d. We disable motion blur and heavy lighting effects and
clamp minor rotation jitter to reduce nuisance variance. Class balance is naturally induced by random
scrambles; we verify no color-token priors deviate beyond a small threshold (reported in Appendix).



A.2 Cross-Modal Verification
A.2.1 Definition

Let I be the cube-net image, h the front-face hypothesis, and y € { YES, N0} the truth label computed
from the rendering state. The model outputs § € { YES, NO} after normalization. Balanced accuracy:

BAcc = 3(Pr[j = YES | y = YES]+
Pr[j = No | y = NoJ).

Parse-violations occur when the response lacks a valid Yes/No tag.

A.2.2 Generation & Fairness Controls

Hypotheses are auto-derived from ground-truth states produced by VirtualCube. We enforce a 50/50
Yes/No prior per depth (and per template, when applicable), include polarity reversals (e.g., “is green”/“is
not green”), and randomize surface forms to avoid lexical shortcuts. Ambiguous references are excluded.

A.3 Optimal Move Prediction (Static MCQ)
A.3.1 Definition

Let T'(s,a) be the transition and d(-) the fixed distance (FTM/HTM). For a one-move scramble s =
T(s*, as),
y = arg min d(T(s,a))

a€{aa,ap,ac,ap}
and at d=1,y = a; '
A prediction y € {A, B,C, D} is correct iff §y = y.

A.3.2 Generation & Fairness Controls

We fix n_mowves=1 so the gold action is the inverse of the scramble (unique-optimal under the chosen
metric). Camera pose/colors match Recognition/Verification; the text serialization reuses the same
normalization. Options are full-entropy shuffled; over many items this approximates uniform A-D
placement.

A.4 Reflection-Guided Reasoning
A.4.1 Definition
Let I = {1,2,..., N} be the set of N test items. For each item ¢ € I:

* s; is the sample data (cube state, options A, B, C, D).

g; € {A, B, C, D} is the ground-truth correct (gold) answer.

* 91 is the initial "Draft" choice from the model.

¥;,2 1s the final "Re-answer" choice from the model, after processing reflection ;.
* 1{-} is the indicator function.
We define the initial accuracy (score) a; 1 and final accuracy a; o for item i:
a1 = H{9in = gitaip = Hyi2 = gi}
To define EFR and OTR, we partition the total set I based on initial performance:
* Initially Wrong Set (Iyy): Iy = {i € I | a;;1 = 0}. Let Ny = |Iw|.
* Initially Correct Set (I¢): Ic = {i € I | a;1 = 1}. Let N¢ = |I¢|.
(Note: Ny + No = N).



Initial Acc. The accuracy before reflection (from the "Draft" phase)[cite: 196].
g 1«
Initial Acc = ~ ; a1
Final Acc (All). The accuracy after reflection and re-answering, measured over all N items[cite: 196].
. 1 &
Final Acc (All) = ; i

Gain (A). The net gain in accuracy after reflection[cite: 197].
A = Final Acc (All) — Initial Acc

Error-Fix Rate (EFR). The fraction of previously incorrect items (Iyy) that were corrected in the
"Re-answer" phase[cite: 197].

EFR = ﬁ zieIW aj2 if Ny >0

Overthink Rate (OTR). The fraction of previously correct items (/) that were flipped to wrong in the
"Re-answer" phase[cite: 198].

OTR = NLC Zz‘elc(l —ajp) if No>0
NaN if No =0

A.4.2 Generation & Fairness Controls

Items are rebuilt deterministically via per-index seeds; A—D options are fully shuffled; the FTM/HTM
distance metric is fixed per run. The re-answer prompt defines the deterministic tie-break (A > B > C >
D) and the strict output format. We log tokens and latency for both reflection and re-answer.

A.5 Closed-Loop Step-by-Step
A.5.1 Definition

Let so be the depth-d start state, 7" the transition, and d(-) the fixed metric. The teacher sequence
(alfpach . afieaCh) is the inverse of the scramble. At step ¢ the model outputs a; € {a4,ap,ac,ap} (or
IDK), the environment updates s; = T'(s;—1, a}) per policy, and Ay = d(s;) — d(s¢—1). The episode halts

at the first t with A; >0 or a parse violation; otherwise it runs up to d steps.

A.5.2 Generation & Fairness Controls

States come from VirtualCube with depth d. At each step we (i) compute the teacher move from the
reversed scramble, (ii) draw 3 unique distractors from the legal move set, and (iii) full-entropy shuffle
options A-D to dilute position bias. The distance metric (HTM/FTM) is fixed per run. If the parsed option
is teacher or oracle-optimal, we apply it; if parsing fails, we apply a deterministic fallback (A) for progress
checking and halt on non-progress.

A.6 Abstention (Selective Control)
A.6.1 Definition

We extend the closed-loop next-move task (§4.3.5) to allow an explicit abstention token IDK. Let sg
be the depth-d start state, d(-) a fixed distance metric (FTM/HTM), and (a'®*®, ..., a*h) the teacher
sequence (inverse scramble). At step ¢, the model outputs y; € {A, B, C, D, IDK}; the option letter maps to
a concrete move a; € M. The environment updates per the abstention policy (below), yielding s¢, and we
define the per-step progress

At = d(8t> — d(St_l).

The episode halts at the first ¢ with (i) non-progress, A; > 0, or (ii) a parse violation (no valid token).
Otherwise it runs to d.



Primary scoring. Teacher Adherence (TA%) and Perfect% ignore abstention for credit: IDK receives
no credit (counts as incorrect) and cannot contribute to a Perfect episode. TA% uses unconditional
denominators (halted or missing later steps are scored incorrect). If a teacher-or-optimal variant is used
elsewhere, substitute the step-correct predicate accordingly.

APA (Abstention-Penalized Accuracy). APA assigns partial credit A € [0, 1] to abstentions (IDK) and
full credit 1 to correct answers, with wrong answers receiving 0:

APA, — Neorrect + A DK .

Thotal

Here nya counts all decisions (including parse failures), nipg counts abstentions, and 7coprect COUNtS
correct answered moves. Properties: (i) APA( reduces to standard micro-accuracy that treats IDK as

incorrect; (ii) APA; = 1 — % (abstentions incur no penalty); (ii1) it decomposes via coverage
otal
(¢ = Mamvered) and gelective accuracy (sel-acc = ol ) a9
TMtotal Tanswered

APA, = c-sel-acc + (1—c¢)- A\
Unless stated otherwise, we set A=0.25.
Selective metrics. Abstention is evaluated separately via coverage and abstention-aware metrics:

TNanswered TNcorrect
coverage = —————, sel-acc = ——, APA) =

Ttotal Nanswered Total

Neorrect + A MIDK

Here napswered counts {A,B,C,D} responses; nipk counts abstentions; ng,; counts all decisions (including
parse failures). Unless stated, we use A=0.25.

Parsing & error model. We accept <ANSWER> IDK </ANSWER>, ANSWER: IDK/E, and the phrase “I
don’t know” (case-insensitive). Any other malformed output is a parse failure (MISSING) and is treated as
an incorrect answer for TA%, contributes to n, and halts the episode.

Policies on abstain. We support two deterministic policies:
teach

* teacher_on_abstain (default): apply a*" when y;=IDK to preserve episode length; no credit is
awarded.

* skip_item: halt the episode immediately when y;=IDK.

Both policies preserve the unconditional-denominator convention for TA%/Perfect%.

A.6.2 Generation & Fairness Controls

Prompting. When abstention is enabled, the system prompt adds IDK as a fifth option and enforces a
strict output tag (SANSWER> X </ANSWER>). Tie-breaking and decision rules are otherwise unchanged.

Decoding. Greedy decoding (temperature=0.0) with a hard cap on new tokens (sufficiently large to
avoid truncation = 2'6). Outputs are case-folded and whitespace-stripped before parsing.

Option set construction. At each step we construct four options by including the teacher move and
sampling a controlled mix of distractors with a fixed RNG seed per (depth, sample, step). Where available,
we include exactly one additional oracle-optimal (progress) distractor; remaining slots are non-progress
moves. This stabilizes priors over progress/non-progress distractors across models and runs.

Randomness control. We use a deterministic seed derived from (d, sample_id, t) for option shuffling
and distractor selection, ensuring identical option sets for all models.

Confidence gates (optional). A global confidence threshold can be specified; if a model’s self-estimated
confidence drops below the threshold, IDK is permitted. Thresholds are fixed per run and reported.



Logged configuration. We log (i) policy (teacher_on_abstain or skip_item), (ii) A for APA, (iii)
any confidence threshold, (iv) coverage by step, and (v) selective counts (7correct; Pwrongs TUIDK ; Ttotal ) -

A.6.3 Results

Model Coverage % Sel. Acc % IDK % APA (s=0.25)

Llama 4-Scout-17B:16E - - - _
Qwen2.5-VL 7B - - - _
Gemma 3-27B - - - _
Gemini 2.5 Pro - — — _

Table 8: Abstention-aware selective metrics for STEPBYSTEPTEST with IDK enabled and teacher on abstain.
Values are macro-averaged across depths d € {1, 2, 3}.

A.7 Causal Move-Effect Probe
A.7.1 Definition

Let d(-) be fixed (FTM via Optimal Oracle i.e., IDA* + pattern match heuristics), 7" the transition. For
any move a:
A(a) = d(T(Sv CL)) - d(S),

DEC A(a) < 0orT(s,a) solves,
yla) = {NC  A(a) =0,
INC  A(a) > 0.

Given options {a 4, ap, ac, ap}, the model outputs Jx € {DEC,NC,INC} foreach K € {A, B,C, D}.
Metrics are computed over the three target classes; parse failures contribute to errors as above.

A.7.2 Generation & Fairness Controls

Option construction (A-D) with fairness. To avoid exploitable priors and slot biases, each item’s four
options are built as:

1. One-each + feasible double. Prefer one move from each class present (DEC/NC/INC) and add a
double from a class that has at least two distinct neighbors.

2. Depth-aware target mix. For depth d, estimate the feasibility of doubling class c as
Z 1{ |bucket(?)| > 2} +a
Z 1 + 2a

i:d;=d

p2(c|d) = with oo = 1.

The per-depth target mix is 0.25 for each class (one slot) plus the extra 0.25 allocated proportionally to
pa2(- | d); we pick the doubled class that is most underrepresented vs. this target.

3. Slot balancing. The slot holding the doubled class rotates (A—B—C—D), and the remaining moves
are greedily assigned to flatten historical slotxclass frequencies.

A.8 Learning Curve (Closed-Loop MCQ)
A.8.1 Definition

Let S be cube states, M the standard move set (quarter/half turns in Singmaster), and m(s) the determin-
istic transition obtained by applying m € M to s € S. A fixed oracle distance d : S — Ny (FTM/HTM,;
chosen once per run) gives the distance-to-solved. The start state sg is produced by a depth-d scramble
with per-episode seed; the feacher plan m is the inverse scramble (shortest plan from sg to solved), with
head m*.



Progress-making moves. For state s, the progress set is
G(s) = {meM : d(m(s)) <d(s) or m(s)is solved }.

An option is progress-making iff it is in G(s).

MCQ construction. At attempt ¢, from state s; we construct an MCQ with four distinct options: one
option is sampled from G(s;) (wWhen G(s;) # @), and the remaining three are sampled from M \ G(s;)
when feasible; options are then uniformly shuffled into A—D using an RNG independent of the scramble
seed. (If M\ G(s¢)| < 3, arare fallback samples without the progress/non-progress restriction; evaluation
remains defined.)

Parsing and attempts. The model outputs a single letter X; € {A,B,C,D} using either
<ANSWER>X</ANSWER> or ANSWER: X (case-insensitive). A parse-fail is recorded if neither pattern is
found. An attempt is counted for every query (including parse-fails).

Accept-progress control policy. Let m* be the head of 7; (teacher next move), and let a; be the concrete
move mapped from the chosen option X; (undefined on parse-fail). The environment update is:

*

, tail(m)), if az = m* (apply teacher head),
ai(st), Solve(ai(sy))), if a; € G(s¢) (apply & replan),
a(s \ 7rt) ifa; ¢ G(s¢) (apply & push inverse),

(m*

!

(t+1> t+1) - (
(

[ (5t 77,5) if parse-fail (state unchanged).
Here, Solve(-) is the oracle shortest-plan solver (returns an empty plan at solved), (a, 1Y is the one-move
deque containing the group-theoretic inverse of a;, and || denotes deque concatenation (push-front).

Stopping rule and outcomes. An episode solves if d(s;) = 0 for some ¢ < max_attempts; otherwise
it is a failure. The number of attempts used is

T {min{t : d(s¢) = 0}, if solved within max_attempts,

00, otherwise.

For reporting, the solved-attempts histogram is H(k) = |{episodes with T = k}|. Episode-level
proportions such as P(1) and P(< 3) use the unconditional denominator (all NV episodes; unsolved
contribute 0). The Avg @Al statistic treats failures as max_attempts when averaging attempts across
episodes; Med@Solved is the median of ' over solved episodes only (NA if none).

A.8.2 Generation & Fairness Controls

Deterministic scrambles & shared decoding. Each episode ¢ is generated with a fixed scramble depth
d and a deterministic seed equal to the episode index (random_seed=idx). All models use the same
prompt, renderer settings, temperature = 0.0, and a large max_new_tokens, ensuring identical inputs and
decoding policy.

Canonical option set, with a minimal fallback. From state s;, we compute the progress set
G(st) ={m: d(m(st)) < d(st) orm(s)issolved },

using the same oracle distance d(-) as for scoring. When feasible, we build a canonical MCQ with exactly
one progress-making option sampled from G(s;) and three distinct distractors sampled from M \ G(s;)
(never equal to the correct move). If |M \ G(s;)| < 3 (rare), we use a fallback that samples the remainder
from M \ {correct} without enforcing progress/non-progress; options are still unique and evaluable.



Uniform letter shuffling, independent RNG. Options are uniformly permuted into A-D using a
full-entropy RNG (SystemRandom) that is independent of both the scramble seed and episode index.
This prevents fixed letter positions from correlating with correctness and reduces positional cueing. We
do not otherwise regularize or audit slot frequencies; independence plus sample size keeps slot priors
approximately flat in expectation.

Parse protocol & penalties. The model must output exactly one letter via either ANSWER>X</ANSWER>
or ANSWER: X (case-insensitive), X € {A, B, C,D}. Any other output is a parse-fail. Parse-fails count
as attempts and leave the environment unchanged, applying a consistent penalty without introducing
spurious transitions.

Fixed control policy (accept-progress). The same policy is applied to every model’s choice a;: (i) if a;
matches the teacher head, apply and advance the plan; (ii) else if a; € G(s;), apply and replan from the
new state; (iii) else apply and prepend a; ! to the plan. This creates a uniform opportunity to recover from
near-misses and a uniform consequence for regressions.

Attempts budget parity & stopping. All models share the same max_attempts and stopping rule
(solve iff d(s) = 0 within budget). Aggregate metrics (SR, P(1), P(< 3), Med@Solved, Avg@All) are
computed over the same episode set with the unconditional denominator, so unsolved runs contribute 0 to
proportion metrics and max_attempts to Avg@All.

Scope of randomness. We intentionally resample distractors each attempt (subject to the uniqueness
and canonical/fallback rules) rather than fixing distractor identities across episodes or models. This avoids
overfitting to specific move tuples while keeping evaluation comparable through shared scrambles, shared
decoding, and a fixed control policy.



B Detail Prompts Design

B.1 Cube Face Reconstruction

System Prompt

You are a precise AI assistant with advanced image analysis capabilities.
The official Rubik’s Cube sticker colors and their RGB values are:

* White: (255,255,255)
* Yellow: (255,255,0)
* Red: (255,0,0)
* Orange: (255,128,0)
* Blue: (0,0,255)
e Green: (0,255,0)
When given the cube-net image:
1. Locate the ’Front’ face (center of the net).
2. Extract its 3*3 sticker colors, row by row.
3. Verify each cell by cross-referencing its RGB against the table above.
4. Output strictly in this format:
ANSWER:
Row 1: [Color1l, Color2, Color3]

Row 2: [Color4, Color5, Color6]
Row 3: [Color7, Color8, Color9]

5. Finally, append exactly this line:
Answer verified for correctness.

Do not include your internal reasoning, keep your chain-of-thought private.

User Prompt

Here is the image of the Rubik’s Cube laid out in a net diagram. The front face is labeled as
’Front’. Please analyze the image and report the colors on the front face in a 3%3 grid.

B.2 Cross-Modal Verification

System Prompt

You are a specialized Rubik’s Cube verification assistant with independent textual and visual
analysis capabilities. You are given two separate inputs: (1) a textual representation of the front
face of a 3x3x3 Rubik’s Cube, and (2) an image of a Rubik’s Cube showing all its faces.

Tasks:

1. Independently identify the front face in the image.

2. Compare the nine color positions on the front face from the image with the provided textual
representation. Do not assume the text is derived from or automatically matches the image.

3. If all nine positions match exactly in color, respond with Answer: Yes. If any position does
not match, respond with Answer: No.

Important: Always perform the verification independently; do not default to Answer: Yes without a
thorough comparison.

User Prompt

Inputs

1. A textual representation of the front face of a 3x3x3 Rubik’s Cube: {front_face}




2. An image of a Rubik’s Cube showing all its faces.
Task
e Determine the front face of the Rubik’s Cube in the image.
e Compare the colors of the front face with the provided textual representation.

e Output Answer: Yes if they match exactly in all nine positions, or Answer: No if there is any
mismatch.

B.3 Optimal Move Prediction

B.3.1 Image + Text Prompt

System Prompt

You are an expert Rubik’s Cube solver. You will be given a TEXTUAL cube state, an IMAGE of the
cube, and four candidate moves (A-D). The cube is exactly 1 move from solved. Choose the single
option whose move makes the cube exactly @ moves from solved (i.e., solves it).
CONTRACT (read carefully):

e Exactly ONE of A/B/C/D is correct. Never answer AMBIGUOUS.

e Qutput must be EXACTLY one of A, B, C, or D wrapped in <ANSWER> tags. Nothing else.

e Your entire output MUST match this regex: *\\sx<ANSWER>\\s*[ABCD]\\s*</ANSWER>\\sx$

* Do NOT include explanations, move strings (e.g., R, U2, R’), or any extra text inside or outside
the tags.

Notation reminder:
e X = 90° clockwise quarter-turn of face X.
e X’ = 90° counter-clockwise quarter-turn of face X.
* X2 = a single 180° half-turn of face X (not two 90s).
Grounding & authority (internal):
e Faces are identified by their centers (isomorphic color scheme).

e If TEXT and IMAGE disagree, the TEXTUAL state is authoritative; the IMAGE is for reference
only.

Parsing rules (internal; do not restate):

e If the textual state is an ASCII net with tokens [w,y,o,r,g,b], map tokens via centers: w—white,
y—yellow, o—orange, r—red, g—green, b—blue. Do NOT invent or output Kociemba strings.

e If the textual state is already URFDLB facelets, use it directly.
Decision procedure (internal only):
1. Interpret the state from TEXT (authoritative) and consult the IMAGE if helpful.
2. Mentally apply each candidate (A-D) to this state.
3. Select the single candidate that yields the solved cube (distance = 0).
4. If a tie somehow occurs, break ties by letter: A< B <C < D.
5. Think silently; do not reveal reasoning.

6. Output only the LETTER in the required format.




User Prompt

Textual Cube State (authoritative):
{textual_representation}
Candidate moves:

A: {move_A}
B: {move_B}
C: {move_C}
D: {move_D}

Reply with exactly one line:
<ANSWER> A/B/C/D </ANSWER>

B.3.2 Text Only Prompt

System Prompt

You are an expert Rubik’s Cube solver. You will be given a TEXTUAL cube state and four candidate
moves (A-D). The cube is exactly 1 move from solved. Choose the single option whose move makes the
cube exactly @ moves from solved (i.e., solves it).
CONTRACT (read carefully):

* Exactly ONE of A/B/C/D is correct. Never answer AMBIGUOUS.

e Output must be EXACTLY one of A, B, C, or D wrapped in <ANSWER> tags. Nothing else.

* Your entire output MUST match this regex: *\\s*<ANSWER>\\s*[ABCD]\\s*</ANSWER>\\s*$

e Do NOT include explanations, intermediate moves, or any other text.
Notation reminder:

e X = 90° clockwise quarter-turn of face X.

e X’ = 90° counter-clockwise quarter-turn of face X.

e X2 = a single 180° half-turn of face X (not two 90s).
Grounding & authority (internal):

e The TEXTUAL state is the single source of truth. Faces are identified by their centers.
Parsing rules (internal; do not restate):

e If the textual state is an ASCII net with tokens [w,y,o,r,g,b], map tokens via centers: w—white,
y—yellow, o—orange, r—red, g—green, b—blue. Do NOT invent or output Kociemba strings.

e If the textual state is already URFDLB facelets, use it directly.
Decision procedure (internal only):
1. Interpret the state from TEXT using the center mapping.
2. Mentally apply each candidate (A-D) to this state.
3. Select the single candidate that yields the solved cube (distance = 0).
4. If a tie somehow occurs, break ties by letter: A< B <C < D.
5. Think silently; do not reveal reasoning.

6. Output only the LETTER in the required format.

User Prompt

Textual Cube State (ground truth):
{textual_representation}
Candidate moves:

A: {move_A}

B: {move_B}

C: {move_C}




D: {move_D}
Reply with exactly one line:
<ANSWER> A/B/C/D </ANSWER>

B.3.3 Image Only Prompt

System Prompt

You are an expert Rubik’s Cube solver. You will be given an IMAGE of the cube and four candidate
moves (A-D). The cube is exactly 1 move from solved. Choose the single option whose move makes the
cube exactly @ moves from solved (i.e., solves it).
CONTRACT (read carefully):

* Exactly ONE of A/B/C/D is correct. Never answer AMBIGUOUS.

e Qutput must be EXACTLY one of A, B, C, or D wrapped in <ANSWER> tags. Nothing else.

* Your entire output MUST match this regex: *\\s*<ANSWER>\\s*[ABCD]\\s*</ANSWER>\\s*$

* Do NOT include explanations, move strings, or any other text.
Notation reminder:

e X = 90° clockwise quarter-turn of face X.

e X’ = 90° counter-clockwise quarter-turn of face X.

e X2 = a single 180° half-turn of face X (not two 90s).
Grounding & authority (internal):

* No textual state is provided. Infer the state from the IMAGE only. Faces are identified by
their centers; the cube is solved when every face matches its center color.

Parsing rules (internal; do not restate):
* None (no textual state). Use the pixels only.
Decision procedure (internal only):
1. Infer the current state from the IMAGE using center colors.
2. Mentally apply each candidate (A-D) to this state.
3. Select the single candidate that yields the solved cube (distance = 0).
4. If a tie somehow occurs, break ties by letter: A< B <C < D.
5. Think silently; do not reveal reasoning.

6. Output only the LETTER in the required format.

User Prompt

Candidate moves:

A: {move_A}

B: {move_B}

C: {move_C}

D: {move_D}

Reply with exactly one line:
<ANSWER> A/B/C/D </ANSWER>

B.4 Reflections

This section explains how we run reflection-guided re-answering on the static move-selection task.
Each reflection trial begins from the same Image+Text prompt we use in §4.3.3 (see Appendix B.3,
template B.3.1). Concretely, every item shows (i) a rendered image of the cube for context and (ii) the
authoritative textual cube state, along with four candidate move.



B.4.1 Guided Unredacted Reflection

System Prompt

You are an expert Rubik’s Cube solver. You previously answered the following multiple-choice question
incorrectly.Your task is to reflect on your mistake, understand why it occurred, and improve your
reasoning for the future.

Complete the following steps clearly and concisely:

1. Explain why you answered incorrectly.

2. List keywords describing your mistake type from most general to most specific.

3. Solve the problem again step-by-step using the correct answer provided.

4. Write detailed instructions to avoid making this mistake again (No more than 200 words). Provide

general advice to improve your (Large Language Model) performance on similar problems in the
future.

User Prompt

The cube’s textual state was: {cube_state}. An image of the cube in this state is attached. The
cube was only one move away from being solved.

The four options were:

A: {option_A}

B: {option_B}

C: {option_C}

D: {option_D}

You chose the option: {model_choice}, which did not solve the cube. The correct solution was option:
{correct_answer}.

B.4.2 Guided Redacted Reflection

System Prompt

You are an expert Rubik’s Cube solver. The cube has 6 faces, each face consisting of a 3x3 grid
of colors, totaling 9 colors per face. The faces are labeled as follows: Front (F), Back (B), Left
(L), Right (R), Up (U), and Down (D). On each face, colors are arranged in 3 rows, each containing 3
colors. Colors are read from left to right within each row, starting from the top row and proceeding
downward. Thus, each face has exactly 9 colors in a fixed order.

You previously answered the following multiple-choice question incorrectly.

Your task is to reflect on your mistake, understand why it occurred, and improve your reasoning for
the future.

Complete the following steps clearly and concisely:

1. Explain why you answered incorrectly.

2. List keywords describing your mistake type from most general to most specific.

3. Solve the problem again step-by-step using the correct answer provided.

4. Write detailed instructions to avoid making this mistake again (No more than 200 words).

5. Provide general advice to improve your (Large Language Model) performance on similar problems
in the future.

User Prompt

The cube’s textual state was: {cube_state}. An image of the cube in this state is attached.
The cube was only one move away from being solved.

The four options were:

A: {option_A}

B: {option_B}

C: {option_C}

D: {option_D}

You chose the option: {model_choice}, which did not solve the cube. The correct solution was option:
[REDACTED]. Correct answer is hidden, to avoid answer leakage into the reflection.




B.5 Optimal-Move Adherence vs Depth

System Prompt

You are an expert Rubik’s Cube solver. Your task is to pick exactly ONE move (A, B, C, or D) that
best improves the cube toward solved.

Context: - The cube is currently {n_moves} moves from solved under God’s-distance. - You will receive
a textual cube state (ground truth) and an image (for reference only). Ignore any discrepancies:
the text is authoritative.

Decision Rule (no ambiguity allowed):

1. For each candidate (A,B,C,D), internally simulate applying the move to the textual state and
estimate the resulting God’s-distance d;.

2. Prefer the move with the lowest d; (equivalently, the largest decrease from the current
distance).

3. If multiple candidates yield the same minimal d;, break ties deterministically by letter:
A<B=<C<D.

4. Never output anything other than A/B/C/D.

Input Rules: - Use the textual state exclusively for simulation and evaluation; do not use the image
to break ties. - Think step-by-step internally but do not reveal your chain-of-thought.

Output Format (STRICT): Return exactly one line containing only this XML tag:

<ANSWER> A/B/C/D </ANSWER>

No explanations, no extra text, no AMBIGUOUS.

User Prompt

The cube is {n_moves} moves away from being solved.
Textual Cube State (Ground Truth): {textual_representation}
Candidate Moves: A: {move_A}

B: {move_B}
C: {move_C}
D: {move_D}

Output exactly one line:
<ANSWER> X </ANSWER>

B.6 Causal Move-Effect Probe

System Prompt

You are an expert Rubik’s Cube evaluator. For each option (A-D), predict how applying that move to
the textual cube state changes God’s-distance.
Rules

e Textual cube state is ground truth; ignore any images.
e Use face centers to map colors to faces.

* Parse moves in Singmaster notation: quarter X, inverse X', half X2; apply sequences
left-to-right.

* Report only the sign: DECREASE, NO_CHANGE, or INCREASE.
e If a move is invalid or cannot be parsed, use NO_CHANGE.
e Think step-by-step internally but do not reveal reasoning.

Output (STRICT): exactly four lines, in order A,B,C,D:

| <A> DECREASE |NO_CHANGE | INCREASE </A>|
| <B> DECREASE | NO_CHANGE | INCREASE </B>|
| <C> DECREASE | NO_CHANGE | INCREASE </C>|
| <D> DECREASE | NO_CHANGE | INCREASE </D>|




User Prompt

Face Centers

U: {U_color} R: {R_color} F: {F_color}
D: {D_color} L: {L_color} B: {B_color}
Textual Cube State (Ground Truth)
{state_text}

Candidate Moves

A: {move_A}
B: {move_B}
C: {move_C}
D: {move_D}

Return exactly four lines (uppercase labels), in this order:

| <A> DECREASE | NO_CHANGE | INCREASE </A>|
| <B> DECREASE | NO_CHANGE | INCREASE </B>|
| <C> DECREASE |NO_CHANGE | INCREASE </C>|
| <D> DECREASE | NO_CHANGE | INCREASE </D>|

B.7 Recovery dynamics

System Prompt

You are an expert Rubik’s Cube solver. Your task is to pick exactly ONE move (A, B, C, or D) that
best improves the cube toward solved.

Context: - The cube is currently {n_moves} moves from solved under God’s-distance. - You will
receive a textual cube state (ground truth) and an image (reference only). If they disagree, the
text is authoritative.

Decision Rule (no ambiguity):

1. For each candidate (A,B,C,D), internally simulate applying the move to the textual state and
estimate the resulting God’s-distance d;.

2. Choose the move with the lowest d; (largest decrease from current distance).

3. If multiple candidates tie at the minimal d;, break ties deterministically by letter: A < B <
C<D.

4. Never output anything other than A/B/C/D.

Input Rules: - Use the textual state exclusively for simulation and evaluation; do not use the image
to break ties. - Think step-by-step internally but do not reveal your chain-of-thought.

Output Format (STRICT): Return exactly one line containing only this XML tag:

<ANSWER> A/B/C/D </ANSWER>

No explanations, no extra text, no ambiguous output.

User Prompt

The cube is {n_moves} moves away from being solved.
Textual Cube State (Ground Truth): {textual_representation}
Candidate Moves: A: {move_A}

B: {move_B}
C: {move_C}
D: {move_D}

Output exactly one line:
<ANSWER> X </ANSWER>
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